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Abstract

Large-scale mobile OS beta testing generates massive ticket vol-
umes, creating a triage bottleneck in which assigning severity dic-
tates engineering priority. Automating this is difficult: unlike server
logs with rich telemetry, beta tickets rely on vague, symptom-driven
user descriptions, which confound standard AIOps tools. Tradi-
tional classifiers based on deep learning or pre-trained language
models (PLMs) further struggle to adapt to the rapid concept drift
triggered by frequent feature updates, and their black-box nature
fails to provide the reasoning transparency that engineers require
for trust. We observe that experienced triage engineers resolve these
challenges by triangulating across user intent, system context, and
historical precedent—a discipline that no single monolithic model
captures. We present MERA (Multi-expert Evidence Reasoning
and Arbitration), the first production-deployed multi-expert LLM
framework for severity assessment in telemetry-void mobile OS
beta testing. MERA operationalizes this discipline by decoupling
severity assessment into three expert perspectives and fusing their
evidence into an auditable decision. To meet strict online latency
budgets, MERA distills the reasoning capability of a large teacher
model into three lightweight experts, and a dynamic fusion layer
weighs their evidence to produce a severity decision with human-
reviewable rationales. In Huawei’s HarmonyOS beta testing, MERA
serves as the default severity grader for all incoming beta tickets,
with engineers performing spot-checks. Over five months it pro-
cessed more than 370,000 tickets at 85% accuracy, substantially
outperforming baselines under concept drift and reducing manual
triage effort by 60%.

CCS Concepts

- Software and its engineering — Software defect analysis.

Keywords

Severity Assessment, Large Language Models, AIOps, Multi-Expert
Reasoning

1 Introduction

With the growth of the smartphone ecosystem, mobile operating
systems have become increasingly complex and evolve at a fast
cadence [1, 2]. Defects are therefore inevitable, spanning minor
user experience (UX) glitches (e.g., intermittent UI stutters) to high-
impact failures (e.g., core features becoming unusable on certain
devices/builds), and even severe security vulnerabilities [3, 4]. Such

* Work done during an internship at Huawei.  { Corresponding author.

defects not only degrade user experience but also carry business
and reputational costs [5, 6].
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Figure 1: Workflow of beta testing.

To surface and fix defects before release, mobile OS providers
rely on large-scale beta testing, where users report defects from pre-
release builds as tickets [7]. As shown in Figure 1, these tickets enter
a production triage pipeline in which severity assessment (TRIVIAL,
MINOR, MAJOR, CRITICAL) determines routing, prioritization, and
fix scheduling [8]. In our deployment at Huaweli, this stage handles
over 5,000 tickets per day under strict online latency requirements,
and misgrading directly translates into wasted engineering effort
or delayed handling of high-impact defects. Figure 2 shows two
real beta tickets with similar surface forms but markedly different
severity.

Assigning calibrated severity labels at this scale is non-trivial.
Tickets are free-form, underspecified, and context-dependent [9,
10], and engineers must reconcile conflicting cues (e.g., emotional
user language vs. technical impact) largely through tacit, experience-
driven intuition. This makes manual triage inconsistent and es-
tablishes severity assessment as a persistent operational bottle-
neck [11]. Existing automated approaches, however, do not transfer
well to this setting. Metric-driven AIOps methods assume rich run-
time telemetry that beta tickets simply lack; supervised classifiers
built on PLMs [12] degrade quickly under release-driven concept
drift and expose little auditable rationale; and monolithic LLMs,
despite stronger semantic reasoning [13], tend to entangle subjec-
tive user signals with objective technical evidence within a single
reasoning chain. Compounding these modeling gaps, a strict online
latency budget rules out large-parameter models and multi-stage
inference pipelines. We formalize this setting and analyze these
gaps in Section 2.1 and Section 2.2.
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System Version : *#¥i*
Device : *¥xrkx

Report Time : 2025.11.23 10:37:42
Bug_id : 2106243010

User Description :

After unlocking the phone, all service widgets
on the negative screen turned white and blank. I
tapped them many times but got no response, as
if the screen was dead. Then the background
became blurry and stuck. This looks terrible and

System Version : ¥k
Device : *H#xkx

Report Time : 2025.11.26 14:24:42
Bug_id : 2105318521

User Description :

I plugged my phone into SuperCharge cable 30
minutes ago. The charging icon appeared on the
lock screen as usual, so I left it there. But

when I checked back, the battery was still stuck
at 20%, exactly where it started. The phone

the phone feels totally unusable. Please fix it
ASAP!

doesn't feel hot. Maybe just a display bug?

Figure 2: Example of tickets.

We therefore propose MERA (Multi-expert Evidence Reasoning
and Arbitration), a production-oriented framework for severity
assessment in mobile OS beta testing. At the paradigm level, MERA
grounds severity judgment in the semantic reasoning capability
of LLMs rather than in telemetry or surface keywords, producing
rationales that engineers can audit and offering greater resilience
to release-driven drift than pattern-matching classifiers. Within
this paradigm, MERA introduces three architectural components:

e Multi-expert decomposition. To prevent conflicting signals
from collapsing into a single chain of thought, MERA assigns
grading to three specialized experts—User Experience, System
Risk, and Historical Consistency—grounded in Huawei’s internal
Production Severity Rubric (Section 2.2.4).

e Ticket-anchored arbitration. To adapt expert weighting to
each ticket rather than relying on fixed rules such as majority
voting, MERA employs a ticket-anchored attention mechanism
that dynamically weighs expert evidence based on each ticket’s
semantic context.

o Teacher-student distillation. To deploy multi-expert reason-
ing under a 1.8 s per-ticket budget, MERA moves expensive rea-
soning offline through teacher-student distillation, compressing
traces from a high-capacity teacher into lightweight experts
served online. This brings per-ticket latency from 2.07 s—which
violates the production budget—down to 1.48 s, a 28.5% reduction,
while preserving teacher-scale reasoning quality.

On a manually verified golden set, MERA achieves 91.2% accuracy;
in five months of production deployment at Huaweli, it has pro-
cessed over 370,000 tickets at 85% accuracy and reduced manual
triage labor by approximately 60%.

In summary, the main contributions of this paper are:

e We characterize severity assessment in mobile OS beta testing
as a production-critical automation problem with four defining
properties: telemetry-void reports, release-driven concept drift,
the need for auditable decisions, and strict online latency bud-
gets. We further show that neither classifier-based pipelines nor
monolithic LLM solutions adequately address this combination
of constraints.

e We present MERA, the first production-deployed multi-expert
LLM framework for severity assessment in mobile OS beta testing.
MERA combines three architectural components—multi-expert
decomposition, ticket-anchored arbitration, and teacher—student
distillation—on top of an LLM-based semantic reasoning back-
bone.

o We evaluate and deploy MERA in a real mobile OS beta pipeline.
MERA reaches an Fl,,4cr0 of 0.906 offline, outperforming the

Sun et al.

strongest baseline by over 5 percentage points, and has sustained
85% accuracy over 370,000 production tickets in five months.

2 Background and Motivation

2.1 Problem Formulation
Let T®) = {Tl(t), e T(i)} denote the stream of beta tickets associ-
ated with release t. Each ticket is represented as Ti(t) = (Wl-(t), Mi(t)),

where Wi(t) is the user’s free-form textual description and Mi(t) de-
notes available metadata (e.g., device model, build version).

The task is to predict a severity label yi(t) € Y, where Y is an
ordinal label set:

Y = {TRIVIAL, MINOR, MAJOR, CRITICAL}. (1)

In deployment, the assessment function is expected to produce both
a severity prediction and a supporting rationale:

@".n") = F(1".K), @)
where K denotes optional organizational knowledge, ri(t> is the
rationale, and F must operate under a strict online latency budget
Latency(F) < 7, with 7 = 1.8 s per ticket in our deployment.

This formulation differs from server-side incident triage in three
ways that shape the rest of this paper. First, beta tickets carry no
runtime telemetry—no logs, traces, or metrics—so F must decide
from Wi(t) and sparse metadata alone. Second, the label space Y
is ordinal, so prediction errors are not equally costly and must
be evaluated accordingly. Third, the release index ¢ is not a pas-
sive superscript: the underlying distribution p(W, M,y | t) shifts
non-trivially across releases, making single-snapshot supervision
insufficient. Together with the latency budget and the rationale
requirement, these properties define severity assessment in mobile
OS beta testing as a rationale-producing ordinal decision prob-
lem under telemetry absence, release-driven drift, and real-time
constraints—the setting we analyze in Section 2.2.

2.2 Motivation

Severity misgrading translates directly into operational cost: an in-
correctly escalated ticket consumes 15-30 engineer-hours through
emergency triage and cross-team coordination, while under-grading
a critical defect can trigger incident handling exceeding 100 engineer-
hours. Existing tools fall short of industrial triage demands in three
distinct ways, which we elaborate below.

2.2.1 Challenge 1: Telemetry Void and Auditability Gap.

Existing Practice. In production beta triage, engineers assess sever-
ity by reading free-form user descriptions alongside sparse context
such as device models and build versions [7]. This step is heavily
symptom-driven and manual.

The Industrial Gap. Two issues compound. First, tickets reveal
user-visible symptoms but lack the runtime logs or traces needed to
verify technical severity—we refer to this as the telemetry void—so
prior AIOps methods [14, 15] that assume rich system metrics can-
not transfer. Second, conventional text classifiers [12, 16, 17] expose
no auditable rationale, leaving severity decisions unsubstantiated
and difficult to trust during post-incident root-cause analysis. Clos-
ing this gap therefore requires reasoning that can extract meaning
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from sparse symptomatic text and expose the basis of each decision
for engineer review.

2.2.2 Challenge 2: Release-Driven Drift.

Existing Practice. Industrial triage systems typically build auto-
mated severity assessment on historical tickets—defensible when
the operational environment is stable. In mobile OS beta testing,
however, tickets originate from continuously evolving releases and
diverse device—build combinations [18].

The Industrial Gap. This creates persistent release-driven drift:
new functionalities introduce issue types with no close counterpart
in past tickets, and the same surface description may imply different
technical impact under different versions or device combinations.
Models that rely on historical label patterns degrade quickly on
newly emerging failures—an unsustainable trajectory for a system
that must ship with every release. Sustained accuracy therefore
demands reasoning over the semantics of each report rather than
fitting to past label patterns alone.

2.2.3 Challenge 3: Perspective Entanglement in Monolithic LLMs.
Existing Practice. The two preceding challenges point toward
LLMs, whose semantic reasoning promises both auditable rationales
(Challenge 1) and generalization under drift (Challenge 2). Our
initial attempts therefore deployed a centralized strategy: a high-
capacity model processes raw ticket text and emits a severity label
in a single inference pass.

The Industrial Gap. Pilot evaluations revealed a systematic fail-
ure we call Perspective Entanglement. A single unified reasoning
process is easily skewed by “emotional noise”—a user’s frustrated
tone or exaggerated description that overshadows the underlying
technical indicators. A minor UI glitch with intense complaints
was often escalated to Major. This matches findings in structured
decision-making research: forcing a single model to reconcile com-
peting evidence dimensions (subjective user impact vs. objective
system risk) within one execution trace causes reasoning fidelity to
fluctuate [19, 20]. A monolithic reasoning path is therefore insuffi-
cient on its own—the LLM backbone must be paired with structural
decomposition that isolates competing evidence dimensions.

2.2.4 Design Requirements.

DR1: Multi-Expert Decomposition. Challenges 1 and 2 together
favor LLM-based semantic reasoning over classical telemetry-driven
or pattern-matching approaches, while Challenge 3 shows that
LLM reasoning alone is insufficient: a single reasoning chain must
be structurally decomposed on top of the LLM backbone. The re-
maining question is along which dimensions decomposition should
occur.

We ground this choice in an institutional artifact already in use:
Huawei’s internal Production Severity Rubric, the formal grading
standard that triage engineers are required to follow, whose four
weighted dimensions map to the severity bands of Section 2.1. As a
codified, organization-wide standard, it provides a stronger basis
for expert design than informal observation. As Table 1 shows, the
four dimensions cluster into three perspectives by the type of ev-
idence each requires—user-facing impact, system-level state, and
cross-time grading consistency—which we instantiate as MERA’s
three experts: User Experience (UX), System Risk (SS), and His-
torical Consistency (HC), each configured with the knowledge its

ASE °26, October 12-16, 2026, Munich, Germany

Table 1: Mapping from the four-dimension Production Severity
Rubric to MERA’s three experts.

Rubric Dimension (Weight) Perspective Expert

Function/Scenario Category — Device User-facing UX

View (18%) impact

Fault Impact — UX subitems (part of 35%) User-facing UX
impact

Fault Impact - functional/safety/stability ~ System-level SS

(part of 35%) state

Fault Recovery Condition (15%) System-level SS
state

Historical Grading Consistency (32%) Cross-time con- HC
sistency

perspective demands (no retrieval for UX, technical specifications
Cspec for SS, and the historical ticket base Cy;,; for HC).

This decomposition also aligns with a broader direction in the
LLM literature, where decomposing complex decisions along com-
plementary evidence axes has been shown to improve reasoning
reliability over monolithic chains [19-22]. Other plausible dimen-
sions (reproducibility, business impact) are either absorbed into
existing rubric subitems or, in the telemetry-void beta setting, not
reliably observable from ticket text. MERA accordingly decomposes
severity reasoning along these three axes, so that each kind of
evidence is reasoned about on its own terms before fusion.

DR2: Ticket-Anchored Arbitration. Decomposing the decision
into three experts solves one problem but creates another: the ex-
perts will disagree, and which expert should dominate depends on
the ticket at hand. A crash report is largely a System-Risk question;
an ambiguous UX complaint on a long-standing feature is primarily
a Historical-Consistency question. Static fusion rules such as major-
ity voting cannot capture this context dependence. MERA therefore
needs a fusion mechanism that conditions on each ticket’s semantic
content and dynamically adjusts how much weight each expert
carries—an arbitration module anchored to the ticket itself rather
than to fixed coefficients.

DR3: Teacher-Student Distillation. DR1 and DR2 together de-
fine an architecture that performs high-quality reasoning but is
not, by default, cheap enough to serve in production. Running
three high-capacity experts per ticket easily exceeds the 1.8 s la-
tency required for online triage. Rather than compromise on reason-
ing depth, MERA shifts the computational burden offline through
teacher—student distillation: expensive reasoning traces generated
by a large teacher model are distilled into a lightweight student
backbone that serves all three experts online. This preserves the
multi-expert design of DR1-DR2 while meeting the production
latency constraint.

3 Methodology

We present MERA, a production-oriented framework for severity
assessment in mobile OS beta testing. As illustrated in Figure 3,
MERA operates in two stages: (1) an offline stage that distills three
specialized student experts (DR1, DR3), trains a ticket-anchored
decision module (DR2), and indexes organizational knowledge into
two retrieval corpora; and (2) an online stage that executes the
three experts sequentially on a shared backbone with dynamic
LoRA adapter switching, then invokes the decision module to pro-
duce the final severity label.
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Figure 3: The framework of MERA.

3.1 Offline Expert Construction

This phase realizes DR1 through three LoRA adapters specialized for
UX, SS, and HC reasoning, and DR3 by compressing high-capacity
teacher reasoning traces into a shared lightweight backbone, so
that all three experts together fit within the 1.8 s per-ticket latency
budget.

3.1.1  Knowledge Grounding and Corpus Indexing. We construct
two heterogeneous retrieval corpora that jointly instantiate the or-
ganizational knowledge K = Chs: U Cpec introduced in Section 2.1:

e Historical Ticket Base (Cp;s;): Labeled tickets from the training
split are embedded into a dense vector space [23]. Each entry
serves as a few-shot precedent to ground the Historical Con-
sistency (HC) expert in validated triage patterns.

Technical Specification Base (Cypec): Internal technical docu-
ments are parsed into component-centric nodes using Qwen3-VL
-8B-Instruct, chunked, and stored in a vector database. These
nodes supply the System Risk (SS) expert with hardware-
software dependencies retrieved by the incoming ticket’s se-
mantic signature.

3.1.2  Reasoning Distillation and Role Adaptation. Trace Genera-
tion and Correctness Filtering. We utilize DeepSeek-R1-32B [24]
as a teacher model to generate structured reasoning traces for three
independent roles: UX, SS, and HC. Traces are elicited via the
RGCIE prompt design principle [25, 26], which structures each
expert’s prompt into five components: Role, Goal, Constraints, In-
structions, and Example. As Figure 4 shows, the three experts share
an identical Constraints slot—a unified JSON output contract that en-
ables downstream fusion—but are differentiated primarily through
the Example slot: SS retrieves from Cgpec, HC from Chjs, and UX
uses no retrieval.

To retain only valid rationales, we apply a correctness-based filter:

(role)

e = {6 B 9) [ (R.9) = LLMr(x, prote). §1 =yge}  (3)

1 Attention MLP | Final Severity
IMechanism Prediction
Act as QueryT
RGCIE Prompt Scaffold
UX SS HC

UX analyst

flow impact

focus user flow

legal JSON output -
{Trivial, Minor,

6 Ceee

ignore code

sys. auditor

crash / leak

rely on specs
check regs

Major,

triage auditor

label drift

4-level severity

Critical}

cite precedents

align history

Ticket only Ticket + Cspec Ticket + Chist
no retrieval spec docs past tickets

Each expert — JSON — Arbitration

Figure 4: RGCIE prompt scaffold. Merged C row: shared output con-
tract; highlighted E row: per-expert retrieval.

where x is the ticket, p,o/e is the role-specific prompt, 7 is the
reasoning trace, and y,; is the ground-truth severity. In practice,
the filter admits roughly 80% of teacher-generated traces across the
three roles, retaining a sufficient number of high-fidelity samples
for adapter training while discarding the 20% in which teacher
reasoning leads to an incorrect verdict. The purpose of this filter is
specifically to align each adapter with a valid role-specific reasoning
pattern: teacher mistakes, if distilled into the adapter, would bake
flawed reasoning into the expert weights and be structurally hard to
correct downstream. We therefore deliberately keep failure-mode
learning out of the adapter stage and defer it to the decision module
(Section 3.2), whose training set explicitly includes tickets where
individual experts err—so that the module learns when to trust
or discount each expert rather than being trapped by confidently
wrong expert outputs.

Parameter-Efficient Role Adaptation. We fine-tune three LoORA
adapters [27] on a shared DeepSeek-R1-7B student backbone us-
ing Dgjsrin- This multi-adapter design realizes DR1 and DR3 jointly:
the three disjoint adapter subspaces structurally isolate UX, SS,
and HC reasoning, preventing the cross-perspective entanglement
identified in Challenge 3; sharing the base parameters 0y, al-
lows all three experts to run sequentially on a single backbone at
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inference time, with LoRA adapters hot-swapped between calls—
collectively staying within the 1.8 s budget. The output of this
stage is a shared backbone 045, and three role-specific adapters
{AOyx, AOss, AOpc}.

3.2 Offline Decision Module Training

The second offline phase trains a Ticket-Anchored Decision
Module to realize DR2. The module conditions expert fusion on the
semantics of the incoming ticket rather than on fixed weights [28].

3.2.1 Feature Representation. The module is trained on the full
labeled set Dy qin Without correctness filtering; each instance x
is paired with the pre-generated outputs from the student expert
ensemble {(#;,9;)}3_,, including tickets on which individual experts
produce wrong verdicts.

o Ticket Anchor: The raw ticket is projected into a latent ticket

anchor h, = Enc(x) € R, capturing its global semantic context.

e Expert Signal: For each expert i € {UX, SS, HC}, the reasoning
trace and verdict are combined into a composite representation:

h; = Wg [Enc(#;) || Embed ()] ©)

where || denotes concatenation, and W is a trainable projection
that maps heterogeneous expert signals into a unified embedding
space.

3.2.2 Ticket-Anchored Attention. Fusion is computed via attention
with the ticket anchor as Query (Q) and expert representations
as Keys (K) and Values (V). The attention weight o; encodes the
learned reliability of expert i for the given ticket:

(Wohx)T (Wihi)
P\ VA

T .
) exp (<thx> (Wich)) )

o =

(5)
= Ve

where dy is the projection dimension, and Wo, Wk are learnable.
This lets the module prioritize experts whose reasoning aligns
with the ticket’s semantic signature—for example, favoring SS on
technical kernel panics and UX on subjective Ul-latency issues.

3.2.3 Training and Calibration. The fused representation hgyse =
Z?:I ;W h; feeds a classifier Y = Softmax(MLP (hguse)), optimized
against ground-truth labels via cross-entropy loss Lcg. During
training, the student backbone and LoRA adapters remain
frozen; only the decision module is updated. This division of la-
bor is deliberate. The adapters are aligned to valid reasoning pat-
terns by Dyjs;iiy—which inherently biases the experts toward over-
confidence, including on inputs where the underlying reasoning is
subtly unreliable. The decision module, in contrast, is trained on
the full labeled distribution with no correctness filter, so it directly
observes cases where individual experts fail and must learn the
conditions under which each expert’s verdict should be discounted.
In effect, the two stages split the learning objective cleanly: the
LoRA adapters learn how to reason, while the arbitration module
learns when to trust each reasoner—a separation that is especially
important under the release-driven drift of Section 2.2, where the
conditions triggering expert failure change between releases. The
output is a trained decision module ready for deployment.
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3.3 Online Inference and Triage

Given an incoming ticket x, the three experts run sequentially on
the shared DeepSeek-R1-7B backbone 0,5 with LoRA adapters
AQ; hot-swapped between calls, after which the decision module
produces the final severity label Y*.

3.3.1 Retrieval-Augmented Expert Execution. The UX expert rea-
sons directly over x without retrieval. The SS and HC experts oper-
ate in retrieval-augmented mode [29]: a semantic query is issued
over the offline corpora,

Keontext = Retrieve(x, Cspec) U Top-k(x, Chist), (6)

and the retrieved technical specifications and historical precedents
are injected into the respective expert prompts. End-to-end execu-
tion, including adapter switching and retrieval, stays within the
1.8 s latency budget.

3.3.2 Decision Fusion. The expert outputs {(#;, §;)};_, are passed
to the Ticket-Anchored Decision Module (Section 3.2.2), which
encodes the ticket and expert signals, computes attention weights
a;, and emits the fused label Y™ in a single forward pass. Y* is then
forwarded to the production triage workflow for prioritization and
engineer assignment.

4 Evaluation

In this section, we conduct a comprehensive evaluation of MERA

to answer the following research questions (RQs):

e RQ1: How does MERA perform overall on industrial ticket sever-
ity assessment compared with representative baselines?

e RQ2: Does each key component of MERA contribute significantly
to its performance?

e RQ3: How well does MERA generalize to unseen and evolving
ticket patterns in practical deployment scenarios?

4.1 Experiment Setup

4.1.1 Dataset. We conduct experiments on an expert-curated
golden set of 6,155 tickets, sampled via semantic clustering from
370,000 production records to cover diverse failure modes in Hua-
wei’s beta environment. Senior triage engineers performed multi-
round manual verification on all labels, prioritizing label cor-
rectness over raw volume. Severity follows industrial practice and
is categorized into four ordered classes: TRIVIAL, MINOR, MAJOR,
and CriTicAL. We split the set into 5,505 training and 650 test tickets.
From the 5,505 training tickets, our multi-perspective decomposi-
tion generates 16,515 reasoning traces (three role-specific traces
per ticket); after the correctness-based filter of Section 3.1, roughly
80% (~13,200) form the distillation set Dy;s;i11—a scale well-suited
for domain alignment, where logic-rich samples matter more
than raw volume [30].

The dataset exhibits a natural class imbalance (Table 2), par-
ticularly the scarcity of CrrTicaL defects. We therefore supplement
accuracy with confusion matrices and the Ordinal Mean Absolute
Error (MAE,, ) for calibrated assessment across all severity levels.

4.1.2  Implementation Details. All experiments run on a Huawei
server with four Ascend 910B NPUs (PyTorch 2.5.1, CANN 8.1).
We use DeepSeek-R1-32B [24] as the offline teacher and DeepSeek
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Table 2: Distribution of severity levels in the Huawei industrial ticket
dataset.

Severity Level ~Training Set  Test Set

Trivial 199 40
Minor 2,865 345
Major 2,164 241
Critical 277 24

-R1-7B as the deployable student, with LoRA [27] fine-tuning im-
plemented via PEFT and DeepSpeed ZeRO-3. For baselines and
ablations, we also train a label-supervised LoRA SFT variant on
the 7B backbone; applying the same SFT to the 32B teacher ex-
ceeds device memory even with ZeRO-3, so the 32B model is kept
frozen throughout and used only for trace generation and as a
teacher-scale inference reference.

4.1.3  Metrics. We report four complementary metrics. Accuracy
summarizes overall correctness under natural class frequencies.
Given the dataset’s substantial class imbalance (CriTicAL and TRIv-
1AL are far rarer than MINOR/MAJOR), we additionally report macro-
averaged Precision, Recall, and F1-score to equally weight rare
but business-critical severities. Finally, since severity is ordinal
(TRIVIAL < MINOR < MAJOR < CRITICAL), we report the ordi-
nal Mean Absolute Error (MAE,,;) over integer-coded labels
{0,1,2,3}, which penalizes large mis-rankings (e.g., predicting Mi-
NOR for a CRITICAL ticket).

4.1.4 Baselines. Prior to MERA, ticket severity at Huawei was as-
sessed entirely by manual triage; no automated grading system was
in production. To evaluate MERA comprehensively, we select base-
lines from two distinct paradigms: (1) Discriminative Classifiers,
representing the established industrial standard for cost-effective
automated triage; and (2) Generative LLM approaches, represent-
ing the state-of-the-art in semantic reasoning. To ensure a rigorous
comparison, we performed grid search over each baseline’s prin-
cipal hyperparameters on the validation set— including learning
rate, batch size, and method-specific knobs (e.g., LoRA rank for SFT
variants, prototype count for CPM-Hier, retrieval depth for RAG-
augmented baselines)—and report the best validation configuration
for each method.

e AlertRank [15]: An unsupervised alert triage framework that
learns priority rankings from historical handling patterns. We
adapt its scoring to ticket texts enriched with statistical features
(device model, build version, keyword frequencies).

e PLM+CE [31]: A BERT-style pre-trained language model fine-
tuned for severity classification with standard cross-entropy
loss. Represents the flat-classification baseline among PLM-based
approaches.

¢ PLM+CORN [32]: A PLM fine-tuned with Conditional Ordinal
Regression (CORN), which explicitly models the ordinal structure
TRIVIAL < MINOR < MAJOR < CRITICAL rather than treating
severities as independent classes.

e CPM-Hier [17]: A hierarchical class-prototype model that learns
severity-level prototypes and classifies tickets by prototype simi-
larity, representing the state-of-the-art text-classifier approach
for bug triage.

o DeepSeek-Inf (32B/7B + RAG): Evaluates retrieval-augmented
LLMs without parameter updates, as a monolithic alternative to
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the multi-expert architecture. DeepSeek-R1-32B/7B receives the
ticket enriched with retrieved context and produces a severity la-
bel via a single unified prompt, with no reasoning decomposition
across roles.

e DeepSeek-SFT (7B + RAG): This baseline emerged from our
early development iterations as the most direct LLM-based ap-
proach. It fine-tunes a monolithic DeepSeek-R1-7B via LoRA on
labeled tickets with the same retrieval corpus as MERA, mapping
retrieved context directly to severity labels without reasoning
decomposition or dynamic arbitration.

4.2 RQ1: Overall Effectiveness

Table 3 reports the overall comparison. MERA achieves an F1,,4¢r0
of 0.9060, outperforming all baselines. AlertRank performs poorly
in this telemetry-void setting, and text classifiers such as CPM-Hier,
though competitive in-distribution, degrade under drift (discussed
in Section 4.4). Among generative baselines, label-supervised fine-
tuning (DeepSeek-SFT, 7B) reaches only 0.5907—a 31.5% gap to
MERA—suggesting that mapping symptom descriptions to severity
levels is difficult without intermediate reasoning. Our 7B student
also exceeds the 32B inference-only model (DeepSeek-Inf, 0.8080),
indicating that the distilled reasoning traces carry information a
monolithic LLM does not recover even at larger scale.

Figure 5 shows that most errors fall on adjacent severity levels,
with the Minor«Major boundary being the dominant source. Only
6 of 650 predictions deviate by more than one ordinal step, consis-
tent with an MAE,,,.4 of 0.0969. Recall on CRITICAL reaches 87.5%,
which matters in deployment because under-grading a release-
blocking defect is the most costly failure mode.

Despite per-method hyperparameter tuning, baselines fail along
two recurring axes—pattern-matching brittleness under drift and
monolithic perspective entanglement—confirming that neither scal-
ing nor fine-tuning substitutes for structural decomposition.

1 1.0
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— 314 28
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83%  42% 0.0
Trivial Minor Major Critical
Predicted Label
Figure 5: Normalized confusion matrix of MERA on the test set. Cell
values show raw counts and row-normalized percentages.

4.3 RQ2: Ablation Study

To assess the contributions of individual components in MERA, we
conduct ablation studies focusing on the training strategy, infer-
ence architecture, and decision mechanism. Table 4 presents the
comprehensive results.

4.3.1 Impact of Reasoning-Trace Distillation (DR3). To isolate the
effect of training strategy, we keep the full multi-expert + ticket-
anchored fusion architecture intact and vary only how the three
7B experts are trained:
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Table 3: Overall performance comparison on industrial ticket sever-
ity assessment. Bold indicates the best performance.

Method Acc.

Pracro Rmacro Flmacro MAEorq

Discriminative Classifiers (PLM/Statistical)

AlertRank [15] 0.7785 0.8836  0.5527 0.6066 0.2231
PLM+CE [31] 0.8462  0.7909  0.8051 0.7975 0.1769
PLM+CORN [32] 0.8677 0.8648  0.8472 0.8549 0.1415
CPM-Hier [17] 0.8800 0.8868  0.8106 0.8425 0.1338

Generative LLM Baselines (DeepSeek-R1)

DeepSeek-Inf (7B+RAG)  0.7338  0.9172 0.5366 0.6019 0.5754
DeepSeek-Inf (32B+RAG) 0.8092  0.8432  0.7901 0.8080 0.2031
DeepSeek-SFT (7B+RAG) 0.7138  0.7977 0.5207 0.5907 0.6200

MERA (Ours)

0.9123 0.9181 0.8964 0.9060 0.0969

Table 4: Comprehensive ablation study of MERA. We evaluate con-
tributions across training, inference, and decision dimensions.

Variant Ace.  Pmacro Rmacro Flmacro MAEord
Full System

MERA (7B) 0.9123 0.9181 0.8964  0.9060 0.0969
1. Training Strategy Ablation

7B w/o SFT 0.8754  0.8768 0.8465 0.8584 0.1292
7B w/ Label SFT 0.8846  0.8792 0.8751 0.8765 0.1231
32B w/o SFT 0.9092  0.9311 0.8894 0.9087 0.0954
2. Inference Architecture Ablation

Mono-7B (Single) 0.7727  0.8572 0.6190 0.6684 0.2464
Mono-32B (Single) 0.8092  0.8432 0.7901 0.8080 0.2031

3. Decision Mechanism Ablation
w/ HardVote (Majority) 0.5353  0.5083 0.4771 0.4252 0.5836
w/ CDST (Stat. Weight) 0.8204 0.8064 0.7910 0.7978  0.2011

e 7B w/o SFT: Three experts share a frozen DeepSeek-R1-7B back-
bone with no task adaptation; retrieval and decision fusion re-
main active.

e 7B w/ Label SFT: Experts are fine-tuned with LoRA on ticket-to-
label pairs only (standard supervised classification), no reasoning
traces.

e 32B w/o SFT: Three experts share a frozen DeepSeek-R1-32B
backbone (teacher-scale, no LoRA); serves as an upper-bound
reference.

o MERA (7B): Three experts fine-tuned with LoRA on the filtered
teacher reasoning traces (our full design).

As listed in Table 4, the distilled 7B student (F1,,,4¢r0=0.9060)
matches the teacher-scale 32B frozen ensemble within 0.3% on
Flmacro and Accuracy (0.9060 vs 0.9087). Compared with label-
only SFT on the same backbone (F1,,4¢r0,=0.8765), trace supervision
brings a 2.95-point improvement, confirming that the student ben-
efits from learning how to reason rather than only the end label.
Crucially, this reasoning quality comes at deployable cost. As de-
tailed in Table 5, the 32B ensemble requires 2.07 s per ticket and
violates the 1.8 s budget, whereas the trace-distilled 7B ensemble re-
duces total wall time to 1.48 s (—28.5%) and median inference latency
by 38.1%. Trace distillation therefore retains near-teacher reasoning
quality while meeting the online latency constraint (Section 2.1).

4.3.2  Impact of Multi-Expert Decomposition (DRT1). The inference
module decomposes severity grading into three complementary
perspectives. We evaluate this design from two angles: whether
decomposition itself helps, and whether all three perspectives are
necessary.
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Table 5: Deployment efficiency comparison between a teacher-scale
32B deployment and a trace-distilled 7B deployment (offline batch
inference).

Metric 32B 7B (Trace) A (7B vs 32B)
Median E2E latency per record (ms) | 737.38 456.50 —38.1%
Mean EZ2E latency per record (ms) | 717.71 452.50 —37.0%
Mean LLM latency per record (ms) | 643.53 377.74 —41.3%
LLM throughput (tokens/s) T 1926.28 2476.28 +28.6%
LLM throughput (records/s) T 2.25 2.65 +17.8%
Total wall time per ticket (s) | 2.07 1.48 —28.5%

Notes: Metrics are collected in an offline batch setting (Ascend 910B, TP=4, batch
size=400). Each record corresponds to one expert-role inference.

Table 6: Expert-level ablation: performance of two-expert combina-
tions with fusion module retrained.

Pmucro Rmucro Flmacro MAEOrd
UX+SS+HC (full MERA) 09123 09181  0.8964  0.9060  0.0969

Expert Combination Acc

UX+SS 0.6615  0.6492 0.5481 0.5451 0.4431
UX+HC 0.6354  0.6683 0.5835 0.5596 0.4585
SS+HC 0.7031  0.6776 0.6544 0.6575 0.3954

We first compare MERA with single-model baselines that re-
tain all three perspectives in one reasoning chain. To isolate the
architectural contribution from training supervision, Mono-7B is
fine-tuned on the union of all three teacher trace sets via a sin-
gle LoRA adapter and performs single-pass inference—matching
MERA’s training data while collapsing its multi-expert architec-
ture; Mono-32B remains frozen (Section 4.1.2) as a teacher-scale
reference. Both fall short of the full three-expert model (F1acro
0.6684 and 0.8080 vs. 0.9060, Table 4), confirming that perspective
entanglement is a structural barrier that neither scaling nor shared
trace supervision can resolve.

We then ask whether two perspectives suffice. For each pair, we
retrain the fusion module on the retained experts. As Table 6 shows,
every two-expert variant degrades substantially (best F1,,4¢r0 0.6575
for SS+HC vs. 0.9060), and even falls below the monolithic Mono-7B
baseline—an absent perspective cannot be recovered by re-routing
attention across the remaining two. Each expert therefore con-
tributes information the others do not, justifying the three-expert
design.

4.3.3 Impact of Ticket-Anchored Arbitration (DR2).

The Ticket-Anchored Decision Module employs an attention mech-
anism to dynamically weigh expert perspectives, resolving conflicts
based on ticket-specific semantics. To evaluate the necessity of this
semantic arbitration, experiments are conducted against two repre-
sentative strategies: a rigid majority rule (denoted as w/ HardVote)
and a statistical ensemble method based on covariate-dependent
stacking (denoted as w/ CDST) [33]. As listed in Table 4, the rigid
w/ HardVote baseline results in a substantial performance drop
(Flmacro 0.4252), confirming that fixed priority rules are unreli-
able when experts diverge. While the statistical w/ CDST approach
significantly improves over voting (F1macro 0.7978), it remains infe-
rior to MERA (F1acr0 0.9060). The 10.8-point gap between MERA
and CDST (F1,4cr0 0.9060 vs 0.7978) confirms that fusion quality
depends on conditioning the weighting on ticket semantics, not
merely on the statistics of expert outputs.
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4.4 RQ3: Generalization to Unseen Ticket
Descriptions

Real-world deployment continuously surfaces tickets with user

descriptions that diverge from training patterns (e.g., due to new

feature launches). To assess operational stability, we evaluate per-

formance under out-of-distribution (OOD) descriptions, focusing

on semantic novelty in the ticket text.

80 = Median = 0.479

Frequency
2 o
& 3

Macro-F1

—e= MERA
05| —=— cPM
PLM/CORN

0.40 0.45 0.50 0.55 0.60 —#= PLM-CE

Description Novelty 020% 2040% 10-60% 60-50% 0-100%
Novelty Bucket (Test Set Cumulative Share)

(a) Novelty Distribution (b) Robustness (Macro-F1)
Figure 6: Novelty distribution and model resilience. (a) Long-tail

distribution of semantic novelty in test tickets. (b) Performance
across novelty buckets.

4.4.1 Characterizing Unseen Descriptions. We quantify the “nov-
elty” of a test ticket based on its semantic distance to the training
distribution. For each test ticket x, we compute the maximum cosine
similarity to the training set: s(x) = maxy/e p,,;, cos(e(x), e(x")).
We define novelty(x) = 1 — s(x) [34], where higher values indi-
cate descriptions semantically distant from historical precedents.
Figure 6a illustrates the novelty distribution, confirming that a
non-trivial portion of incoming tickets constitutes OOD examples.

4.4.2  Performance under Novelty Shift. We partition the test set
into K buckets by description novelty (from In-Distribution to OOD)
and report per-bucket performance. Figure 6b summarizes the re-
sults. As novelty increases, discriminative baselines (e.g., PLM+CE)
suffer a sharp performance collapse, indicating reliance on surface-
level keyword memorization. In contrast, MERA exhibits graceful
degradation, maintaining the highest F1,,,., even in the most
novel buckets. This “flat” degradation curve demonstrates that
MERA retains grading reliability even when facing unseen user
phrasing.

4.4.3  Analysis of Robustness Mechanisms. MERA’s resilience stems
from three sources acting together: distilled LLM reasoning gen-
eralizes beyond surface keywords, retrieval anchors judgments to
stable specifications, and the ticket-anchored fusion recalibrates
expert weights as their divergence grows under novelty—together
preserving decision boundaries despite semantic drift.

5 Discussion

5.1 Deployment

MERA has been integrated into Huawei’s beta-ticket pipeline for
five months, processing over 370,000 tickets with daily volume
ranging from 5,000 to 10,000 during active release windows. As
illustrated in Figure 7, the system serves as a fully automated first-
pass grader: every incoming ticket receives a severity label and
a structured three-perspective rationale within seconds, without
human intervention. Triage engineers validate production quality
through random spot-checks on ~5% of daily volume. Over this
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Flgure 7: Deployment of MERA in the ticket handling pipeline.

period, MERA has sustained 85% production accuracy—a modest
drop from the 91.2% offline result that is concentrated on adjacent
MINOR<>MAJOR boundaries rather than on the most costly failure
mode: across the ~4% of production tickets graded CRITICAL, recall
remains around 90%, on par with the offline 87.5%. Release-blocking
defects are therefore captured with comparable reliability in deploy-
ment. MERA has shifted the team from line-by-line manual triage
to spot-check auditing and downstream analysis, reducing over-
all triage labor by approximately 60%—equivalent to roughly 18
engineer-days saved per major HarmonyOS release. Across
~18,400 audited tickets, engineers overrode MERA’s verdict on
15.0% of cases, with residual errors skewing toward under-grading
and concentrated on adjacent severity levels.

Release-Aware Maintenance. The inference server maintains a
single frozen 7B backbone with dynamically switched Multi-LoRA
adapters—the same sequential-adapter design of Section 3.3—which
reduces the NPU memory footprint by 62% relative to deploying
three separate 7B expert models. This architecture enables zero-
downtime maintenance aligned with Huawei’s release cadence
of every two to three weeks: knowledge bases are rebuilt each cycle
(~2hours), and expert adapters are fine-tuned monthly from fresh
teacher traces (~4 NPU-hours, off-peak). Figure 8 traces produc-
tion accuracy across seven release cycles. Each new OS build may
introduce previously unseen vocabulary and failure modes, caus-
ing a transient accuracy dip; the subsequent KB rebuild re-indexes
updated documentation and typically restores accuracy to the 84—
86% target band within days. For larger feature drops that reshape
failure-mode distributions more substantially, the monthly adapter
retrain recalibrates the expert modules on fresh teacher traces for a
deeper correction. Several releases (R2, R4, R7) incur no observable
degradation, indicating that the frozen backbone generalizes well
to incremental updates within the existing failure-mode vocabulary.
Over 7 KB rebuilds and 5 adapter retrains, production accuracy has
remained within 2 percentage points of its initial level.

Failure Handling and Generalizability. At 85% production accu-
racy, roughly one in six sampled tickets requires correction. When
such cases arise, the three-expert rationale enables immediate di-
agnosis: engineers trace the failure to a specific perspective and
apply a hotfix patch to the relevant KB entry. Patches accumulate
between scheduled maintenance windows; at each bi-weekly KB
refresh, all outstanding patches are consolidated into a full-index
rebuild, preventing patch-over-patch fragmentation. This two-tier
refresh—daily hotfix patches coupled with bi-weekly consolidated
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Figure 8: Production accuracy of MERA over five months. Vertical
dashed lines mark OS release cycles (R1-R7); the shaded band de-
notes the 84-86% target range. Post-release dips are recovered by
KB rebuilds or monthly adapter retrains; several releases cause no
observable degradation.

(a) Success Case (b) Failure Case

Gallery watermark shows noval2
insdead of noval3"

‘Battery stuck at 20% after
30 min SuperCharge ---display bug?

History UX System History
[ MINOR |

Fusion Module Fusion Module
o B

Ground Truth : MAJOR Ground Truth : MAJOR

Figure 9: Workflow of a success case and a failure case.(“insdead” in
the failure case ticket is a user typo, reproduced verbatim to illustrate
real-world input noise.)

rebuilds—has, over five months, produced 30+ patches absorbed into
7 scheduled rebuilds, with no production incident attributed
to MERA’s misclassification. We currently rely on these indi-
rect signals—override rate, incident absence, and sustained 5-month
adoption—as evidence of engineer trust; a structured rationale-trust
survey is planned for the next release cycle.

5.2 Case Study

We present two representative cases to illustrate both the strengths
and limitations of MERA.

Success Case: Perspective decoupling recovers severity from
conflicting signals. Figure 9 illustrates a ticket in which a user
reports that their battery remains at 20% after 30 minutes of Super-
Charge, suspecting “just a display bug.” A monolithic LLM base-
line anchors on the non-urgent framing and grades this as MINOR.
Under MERA, the three experts diverge productively: the UX ex-
pert, following the user’s calm tone, reads it as a non-blocking UI
synchronization issue (MINORY); the SS expert cross-references the
PowerManager specification and flags the stagnation as a charging-
subsystem functional failure (MajoR); the HC expert retrieves anal-
ogous tickets consistently graded Major or above. Conditioned on
the ticket’s charging-related semantics, the ticket-anchored fusion
module directs attention toward the technically grounded evidence,
yielding attention weights of 0.57 (SS), 0.24 (HC), and 0.19 (UX), and
arbitrates the conflict in favor of Major. This case demonstrates
the core value of perspective decoupling: when user sentiment and
technical risk point in opposite directions, structural separation
prevents the former from masking the latter.
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Failure Case: Decoupling cannot compensate for uniformly
misleading surface cues. A user reports: “After taking a photo,
the watermark in the gallery shows noval2 instead of nova13.” The
ground truth is Major—a device model identifier error implies a
system-level configuration fault that could affect OTA delivery,
warranty validation, and downstream services. However, MERA
predicts MINOR. The UX expert finds no emotional distress and
treats it as a cosmetic text error. The SS expert, whose RAG re-
trieval is steered by the ticket’s surface semantics (“watermark,”
“gallery”), retrieves rendering-related component knowledge and as-
sociates the issue with the gallery application’s display logic rather
than with low-level system properties. The HC expert retrieves
past watermark-related tickets, which were predominantly labeled
MINOR. Because every expert’s evidence channel—sentiment, com-
ponent retrieval, and historical analogy—is anchored to the same
misleading surface cue, all three verdicts independently land on
MINOR. Attention weights of 0.39 (SS), 0.36 (UX), and 0.25 (HC) re-
distribute the vote but not the consensus: with no expert dissenting,
the fusion module has no MAjor signal to up-weight, and the final
output is MINOR.

This case exposes a structural limit of MERA: multi-expert de-
composition protects against inter-channel interference (one per-
spective being overridden by another), but it cannot recover from
uniform bias where every channel is misdirected by the same sur-
face cue. Fusion has nothing to up-weight when all three experts
are anchored to the same misleading feature. This is precisely why
MERA is deployed as an automated first-pass grader rather than a
fully autonomous decision maker: the spot-check audit and two-
tier KB refresh described in Section 5.1 are designed to absorb
exactly these cases. Once an engineer flags a misgrading like the
“noval2/noval3” ticket during auditing, a hotfix patch is added to
Cspec linking the watermark component to device-identifier consis-
tency checks; subsequent tickets with similar surface cues are then
correctly retrieved and graded. Uniform-bias failures are therefore
not an unaddressed blind spot but a predictable class of cases that
the human-in-the-loop maintenance cycle is explicitly built to catch
and correct.

5.3 Lessons Learned

5.3.1 Sentiment misleads; prompting cannot fix it—structure can.
An early single-model prototype consistently over-graded tick-
ets where users expressed strong frustration about non-critical
components—urgent language about a minor UI glitch would be
escalated to MAJOR because emotional intensity is more lexically
salient than technical specifics. Prompt-level interventions (e.g.,
“disregard emotional tone, focus on technical impact”) proved unre-
liable; compliance was inconsistent across tickets and prompt itera-
tions. The failure disappeared only after we moved to architecture-
level isolation, assigning each reasoning dimension to an inde-
pendent expert. The lesson generalizes: in any triage task where
subjective tone coexists with objective evidence, a single reasoning
chain lets the louder signal dominate the more important one, and
prompt-level interventions alone cannot enforce the separation
that structural decoupling provides.

5.3.2 Distilled reasoning has longer shelf life than the context it
operates on. We initially planned to retrain expert adapters after
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every OS release, following classifier-based triage pipelines where
model drift tracks vocabulary drift one-to-one. Production monitor-
ing revealed a different dynamic: refreshing the retrieval corpora
alone, without any LoRA update, preserved accuracy across consec-
utive release cycles, and adapter retraining was relaxed to monthly
cadence with negligible accuracy variation. The deeper lesson is
that once adapters have internalized stable role-specific inference
patterns, the distilled reasoning ages slowly; what ages quickly is
the factual context it operates on (new APIs, device models, failure
modes), which lives in the retrieval corpora. Inverting the main-
tenance priority—KB-first, model-second—reduces each bi-weekly
release from several NPU-hours of retraining to minutes of re-
indexing, and may generalize to other distilled LLM systems whose
reasoning procedure and domain knowledge evolve on different
timescales.

5.4 Generalizability and Scalability

Generalizability. MERA’s architecture is intended as a generic
triage scaffold: the organization-specific elements (severity rubric,
retrieval corpora, and expert role set) are pluggable, while the archi-
tectural invariants—multi-expert decomposition, teacher—student
distillation, and ticket-anchored arbitration—carry no dependence
on Huawei’s labeling conventions. Adapting MERA to other do-
mains (automotive OS beta, IoT firmware, enterprise software pre-
release) requires only replacing the corpora and re-running dis-
tillation on local teacher traces. More broadly, any triage setting
whose evidence factors along complementary axes—subjective, ob-
jective, and precedent-based—fits the same scaffold, with expert
roles tailored to the domain.

Scalability. Under current production load, the distilled 7B en-
semble sustains 2.65 records/s per NPU instance (Table 5) at 1.48 s
per-ticket latency, with throughput scaling linearly via additional
instances—sufficient headroom beyond the current 10,000/day ceil-
ing. Extending the expert set adds only one LoRA adapter per new
role on the shared backbone, with linear cost in memory and la-
tency, so the role inventory can evolve with organizational priorities
without re-architecting the system.

5.5 Threats to Validity

o Scarcity of CRITICAL samples. The natural rarity of CRITICAL de-
fects constrains the statistical power of our test-set evaluation (24
instances). Per-class metrics for this category remain strong, but
we acknowledge the limited statistical confidence. We draw sup-
plementary assurance from production deployment: all CRITICAL
tickets undergo mandatory human review, and no production
incident has been attributed to MERA’s misclassification over
the five-month observation period.

o Single-organization deployment. Our evaluation is conducted ex-
clusively within Huawei’s mobile OS beta pipeline, and the sever-
ity definitions, annotation conventions, and ticket language style
reflect this organizational context. MERA’s architecture—expert
decomposition, distillation pipeline, and ticket-anchored fusion—
is designed to be decoupled from any particular knowledge base
or labeling convention, requiring only KB replacement and re-
distillation to adapt; however, we have not yet validated the
framework across other organizations, product domains, or ticket
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languages. Generalizability to different triage contexts remains
an open question for future work.

6 Related Work

6.1 Ticket Severity Assessment

Prior work on severity assessment has progressed from text mining
and classical classifiers [35, 36] to neural encoders—CNNs, LSTMs,
and pre-trained Transformers like BERT—that learn richer semantic
representations [31, 37], with some approaches further exploiting
relational structure via graph embeddings [38]. These methods
function as static pattern matchers tied to stable vocabularies or
auxiliary telemetry, and become brittle in the telemetry-void beta
setting where ticket semantics drift with each release. MERA departs
from surface-level classification by arbitrating decoupled expert
reasoning through a ticket-anchored fusion module.

6.2 LLMs for Software Engineering

Recent LLM applications in SE span autonomous repair (SWE-agent,
AutoCodeRover, Agentless, OpenHands) [39-42], code-aware re-
trieval (SWE-Search, CodeRAG) [43, 44], and QA automation such
as fault localization and test generation [45, 46]. These efforts pre-
dominantly target code artifacts through online agent loops. MERA
instead targets human-written ticket triage, a different data modality,
and achieves production-scale deployability by distilling teacher
reasoning into lightweight role-specific experts rather than running
agentic search at inference time.

7 Conclusion

This paper presented MERA, an LLM-augmented severity grad-
ing framework for mobile OS beta testing that decomposes ticket
assessment into independent expert perspectives and arbitrates
their outputs through ticket-anchored dynamic fusion. By distilling
teacher-scale reasoning into lightweight online experts served via
a shared multi-LoRA backbone, MERA reconciles reasoning qual-
ity with production latency constraints. Evaluated on Huawei’s
production data, MERA achieves an F1y4cro 0f 0.906 and has been
deployed for five months, processing over 370,000 tickets with 85%
accuracy and reducing overall triage labor by approximately 60%.
These results demonstrate its practicality for automated triage in
telemetry-starved beta environments, while highlighting the impor-
tance of structural decoupling and release-synchronized knowledge
updates in sustaining performance under concept drift.

Data Availability Statement

Production data and code are restricted under NDA. A demonstra-
tion implementation with an LLM-synthesized reference dataset
that preserves the structural and semantic characteristics of origi-
nal tickets is archived on Zenodo (https://doi.org/10.5281/zenodo.
19673527; GitHub mirror: https://github.com/GEROGEZ/MERA).
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